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Abstract

Robust grasping of surgical instruments is critical for clinical automation, yet training robust grasping poli-
cies is hindered by the scarcity of physics-verified, context-aware, annotated data. We introduce ScrubGrasp,
a zero-shot synthesis framework that serves as an automated grasp affordance annotation engine. From a
single RGB-D input, ScrubGrasp employs vision foundation models to build scene-aware digital twins, au-
tonomously generating 2D and 3D grasp affordance on simulated, physically stable grasps. Evaluated on a
custom-curated benchmark of 120 cluttered scenes containing 16 clinical tools across 600+ poses, Scrub-
Grasp outperforms state-of-the-art grasp synthesis baselines by 2.2x. We validate the framework’s utility
by bootstrapping a downstream affordance policy trained entirely on affordance annotations generated by
ScrubGrasp. The learned model effectively targets unoccluded graspable regions, demonstrating Scrub-
Grasp’s capability to provide the scalable data infrastructure required for training end-to-end vision models
in safety-critical environments.
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Chapter 1

Introduction

Enabling robots to reliably grasp and handle surgical instruments offers transformative benefits across the
perioperative workflow – spanning pre-operative tray preparation, intra-operative surgical assistance, and
post-operative reprocessing – with significant clinical and workforce implications. Clinically, it can help
mitigate risks to patient safety from errors in manual sorting and counting. Inconsistent manual sorting in the
sterile processing department could lead to incomplete cleaning or improper tray assembly, risking patient
contamination [44, 40]. Errors in manual counting during surgery are equally problematic: retained surgical
instruments – a serious “never event” – occur in approximately 1 in 5,000-10,000 procedures [13, 48], with
manual counting remaining error-prone, especially due to staff fatigue during prolonged cases lasting 2-12+
hours [2, 58]. Reliable robotic grasping enables the deployment of robotic systems that enforce consistent,
traceable handling – logging every grasp event to support instrument tracking and automated counting [12]
– while also simplifying sterilization through standardized orientation and spacing that optimize sterilant
penetration.

From a workforce perspective, reliable grasping unlocks the use of robotic systems in addressing a press-
ing personnel crisis. Scrub nurses, surgical technologists, and sterile processing technicians face vacancy
rates exceeding 15% worldwide [57], with training requiring 6-24 months of institutional investment. Robots
capable of effective instrument handling can take over repetitive tasks, easing the burden on scarce staff, re-
ducing fatigue-induced errors, and limiting exposure to sharp injuries that affect hundreds of thousands of
workers annually [17, 41, 6].

Despite this clear need, scalable robotic grasping of surgical instruments remains an open challenge.
Tools exhibit extreme geometric diversity – from slender needle holders to bulky retractors – and appear
in diverse clutter configurations, such as scattered, compactly packed, or overlapping arrangements on
trays [39]. Safe manipulation in risk-averse healthcare settings demands grasps that are not merely physi-
cally stable but context-aware and functionally safe, highlighting the importance of “graspable affordance”:
defining where an instrument must be grasped safely in the given scene. Grasps generated purely from
geometric stability often become infeasible when they ignore semantic boundaries and scene clutter. Yet,
training policies to recognize these functional affordances is bottlenecked by the prohibitive cost of an-
notating physics-verified, semantically safe data – further exacerbated by privacy, sterility, and workflow
constraints in healthcare [1]. Existing data-driven approaches [31, 69, 63, 27] consequently struggle to
generalize across diverse surgical specialties without extensive retraining.

Existing grasp synthesis methods remain limited by their dependence on training data, CAD models,
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CHAPTER 1. INTRODUCTION

Figure 1.1: Grasp and affordance synthesis for diverse surgical instruments.

or object-centric generation that does not account for scene-level constraints – limiting generalizability and
scalability to diverse instruments and scenes. Learning-based approaches such as DDGC [31], DexGrasp-
Net 2.0 [69], UniDexGrasp [63], and HGC-Net [27] achieve impressive results on benchmark objects, but
may require retraining to adapt to new surgical instruments or scenes – limiting their applicability in clinical
settings where tool inventories evolve frequently. CAD-based pipelines such as GraspIt! [33] depend on
accurate 3D models for each instrument, which may not be readily available and impose significant main-
tenance burdens as catalogs change. Optimization-based methods like Lightning Grasp [65] can operate on
reconstructed meshes without requiring CAD models. However, they typically generate grasps in free space
without scene-level awareness, producing candidates that may collide with surrounding objects or support-
ing surfaces. There is a need for a zero-shot, scene-aware grasp synthesis pipeline that can generalize across
diverse surgical instruments and scene arrangements – without requiring training data, CAD models, or
instrument-specific programming.

To overcome these challenges, we introduce ScrubGrasp, a training-free and CAD-model-free zero-
shot grasp and affordance synthesis framework (Figure 1.1) that generates physically plausible, scene- and
geometry-conditioned grasps for surgical instruments from a single RGB-D image. Our key contributions
are as follows:

• A zero-shot grasp and affordance synthesis framework that leverages vision foundation models to
construct scene-aware digital twins from a single RGB-D image. By capturing the full geometric
context of both the target tool and surrounding clutter without requiring explicit CAD models, the
framework autonomously generates high-quality 2D and 3D grasp affordances.

• An automated grasp affordance annotation engine built upon simulation-verified, physically stable
grasps. We validate the utility of this scalable infrastructure by successfully bootstrapping a down-
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CHAPTER 1. INTRODUCTION

stream affordance policy— trained entirely on ScrubGrasp-generated annotations— that effectively
targets unoccluded graspable regions for safe, end-to-end manipulation in dynamic clinical settings.

• A custom-curated surgical instrument benchmark designed to systematically evaluate surgical grasp
synthesis, featuring 120 cluttered scenes, 16 distinct clinical tools, and over 600 poses across various
clutter configurations.

The remainder of this report is organized as follows. Chapter 2 reviews related work concerning dex-
terous grasp synthesis, affordance-guided robotic manipulation, and the integration of digital twins and
foundation models in surgery. Chapter 3 introduces the preliminary frameworks and models essential to our
approach, including Lightning Grasp, the Segment Anything Models (3 and 3D Objects), and Isaac Lab.
In Chapter 4, we detail the proposed methodology, providing an overview of the ScrubGrasp framework
and elaborating on the digital twin representation, grasp synthesis pipelines, and automated affordance gen-
eration. Chapter 5 presents the experiments and results. It describes the experimental setup and surgical
instrument dataset before detailing comprehensive evaluations, which include simulation-based validations,
comparisons against state-of-the-art methods, and ablation studies. Finally, Chapter 6 discusses potential
applications, current limitations, and avenues for future work, followed by concluding remarks in Chap-
ter 7.
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Chapter 2

Related Work

2.1 Single-Object Dexterous Grasp Synthesis

The foundational challenge in dexterous robotic manipulation has historically centered on synthesizing
stable grasps for isolated objects. Early approaches primarily relied on analytical methods, utilizing pre-
cise geometric models to compute optimal contact points, minimize wrench spaces, and ensure force clo-
sure [11, 33]. While mathematically rigorous, these techniques often struggle to generalize across novel ob-
ject geometries and require expensive real-time computation for multi-fingered hands with higher degrees of
freedom. To address these bottlenecks, the introduction of fast, differentiable force closure estimators [28]
catalyzed a paradigm shift toward data-driven, simulation-based generative models by enabling the rapid
synthesis of massive training datasets.

Capitalizing on this accelerated estimation, DexGraspNet [54] provides millions of high-quality, physics-
validated dexterous grasps across diverse object geometries. By training on such large-scale synthetic
datasets– often alongside human-interaction captures like ContactDB [3] and DexYCB [4]– deep learn-
ing frameworks can now predict complex joint configurations directly from implicit visual representa-
tions [63, 25]. Expanding on these learning-based techniques, frameworks such as OmniDexVLG [72]
incorporate vision-language guidance to generate grasping strategies, while methods like Dex1B [64] and
sim-to-real reinforcement learning pipelines [30, 47] rely on vast amounts of demonstration data to bridge
the embodiment gap. Parallel to these data-driven advances, modern optimization-based planners offer ro-
bust, training-free alternatives by focusing heavily on contact modeling and geometric stability. For instance,
recent methods like OmniDexGrasp [56] and Lightning Grasp [65] utilize force feedback and contact fields
to procedurally synthesize high-performance grasps.

Despite these advancements, single-object methods assume an unobstructed target with clear boundaries.
Consequently, their performance degrades significantly in unconstrained, densely populated environments,
necessitating a shift toward context-aware strategies capable of navigating scene-level physical constraints.

2.2 Dexterous Grasp Synthesis in Clutter

Early generative models like DDGC [31] and single-shot networks like HGC-Net [27] pioneered multi-finger
grasp prediction by explicitly encoding scene information to navigate obstacles. Modern learning-based
approaches have demonstrated significant generalizability by leveraging massive synthetic environments.
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CHAPTER 2. RELATED WORK

Models like DexGraspNet 2.0 [69] and DexGrasp Anything [73] integrate explicit physical constraints into
diffusion-based generation, ensuring geometrically feasible and robust grasping poses across an immensely
diverse set of novel objects. ClutterDexGrasp [5] has developed advanced zero-shot sim-to-real systems
to handle severe occlusions, utilizing teacher-student distillation for dynamic target-oriented grasping. To
explicitly mitigate complex inter-object collisions in dense piles, models like CADGrasp [70] integrate
contact-aware representations directly into the optimization pipeline.

While these methods excel in general environments, their reliance on massive training datasets poses
a significant challenge in the highly specialized healthcare domain. Extensive, domain-specific annotated
datasets for surgical environments are scarce and costly to produce, severely limiting the adaptability of
these models to evolving clinical tool inventories. Moreover, even when a synthesized grasp successfully
navigates clutter and achieves geometric stability, it inherently lacks the functional context required to ensure
a surgical tool is held safely and correctly for downstream application.

2.3 Affordance-Guided Robotic Manipulation

To bridge this critical gap between physical stability and functional utility, manipulation research has in-
creasingly integrated explicit affordance synthesis to define interaction semantics. Early foundational frame-
works, such as AffordanceNet [10], formulated affordance detection as a dense pixel-level segmentation
task. Subsequent methods like Where2Act [35] shifted this paradigm toward learning actionable 3D visual
priors from simulated interactions. More recently, the field has leveraged visual foundation models to en-
able one-shot, open-vocabulary affordance learning [22], drastically reducing the reliance on exhaustive,
category-specific training sets.

Building upon these synthesis methods, recent affordance-guided architectures explicitly encode these
learned visual priors to execute task-oriented manipulation in complex environments. For example, multi-
affordance matching frameworks have successfully enabled stable pick-and-place execution for novel ob-
jects in dense clutter [66]. To extend these capabilities to higher-dexterity multi-fingered effectors, models
such as ContactDexNet [71] integrate dense hand-object contact semantic mapping. In a parallel approach,
other methods extract precise, human-like interaction priors directly from egocentric video demonstra-
tions [23]. Pushing toward generalized, high-level reasoning, cutting-edge systems now employ large-scale
affordance segmentation [60] and in-context learning [49] to deduce task-specific grasping strategies for
open-vocabulary targets dynamically. Motivated by these advancements, our work centers on grasp affor-
dances because in the high-stakes healthcare domain, merely securing a target is insufficient. The system
must know specifically where to grasp a surgical tool to ensure functionally viable clinical execution.

2.4 Robotic Handling of Surgical Instruments

Translating grasping techniques to the surgical domain introduces strict constraints regarding safety, preci-
sion, and specialized tool geometry. Early automation relied on single-view vision algorithms and electro-
magnetic grippers to extract isolated tools from cluttered trays [62]. Recent advances have extended this to
sterile processing, employing deep object detection and rule-based packing to automate tray assembly while
minimizing collisions [43]. For dynamic, real-time surgical assistance, modern robotic scrub nurses increas-
ingly leverage multimodal reasoning. Systems like RoboNurse-VLA [26] integrate vision-language-action
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CHAPTER 2. RELATED WORK

models to execute precise, voice-controlled instrument handovers.
In these high-stakes settings, respecting grasp affordance is a strict safety requirement rather than a

mere optimization metric [61, 32]. However, deploying affordance-led models is severely bottlenecked
by the prohibitive cost of annotating physics-verified, semantically safe data. Existing pipelines relying on
exhaustive human labeling [18] or engineered geometric features [36, 55] simply cannot scale to the extreme
geometric diversity of clinical instruments.

2.5 Digital Twins and Foundation Models in Surgery

To overcome the limitations of manual annotation and physical data collection, digital twins are increas-
ingly being adopted across robotics for scalable simulation, data generation, and policy learning [16, 24, 9].
Within the operating room (OR), digital twins have been rapidly adapted for a variety of tasks, including
surgical simulation and spatial planning [15, 20], privacy-preserving workflow analysis [37], and the photo-
realistic rendering of dynamic OR environments [68, 67].

Concurrently, the emergence of vision foundation models has fundamentally transformed the pipeline
for scene perception and reconstruction. At the 2D level, the Segment Anything Model (SAM) [19] intro-
duced unprecedented zero-shot generalization for object segmentation across diverse visual domains. This
foundational semantic understanding is further enriched by advanced self-supervised vision transformers,
such as DINOv3 [46], which extract dense, highly discriminative feature representations. To elevate these
2D visual priors into the spatial domain, recent architectures like the Visual Geometry Grounded Trans-
former (VGGT) [53] explicitly integrate 3D geometric reasoning directly into the visual feature extraction
process. Building upon these intersecting capabilities, specialized frameworks such as SAM 3D [42] seam-
lessly bridge the gap between pixel-level segmentation and spatial generation, enabling robust, zero-shot
3D reconstruction directly from standard imaging. Building on these capabilities, our pipeline leverages
foundation models to construct scalable, scene-aware digital twins from a single RGB-D image. We utilize
this infrastructure not only to validate grasp stability through physics-based simulation but also to serve as
an automated engine for computing grasp affordances.

6



Chapter 3

Preliminary

3.1 Lightning Grasp

As a preliminary foundation for our proposed framework, we adopt the Lightning Grasp [65] algorithm as
the primary backbone for grasp generation. Lightning Grasp is an analytical procedural synthesis algorithm
that rapidly computes valid grasps for dexterous hands by introducing a novel “contact field” concept. The
contact field is a 6D geometry object that characterizes spatial contacts that a hand mesh can potentially
generate, encoding both position and normal. This field is structured as a Bounding Volume Hierarchy
(BVH) [59], enabling the algorithm to verify valid hand-object contacts by casting rays outward from the
object’s surface to detect collisions with the kinematic links of the hand. This abstraction reduces contact do-
main detection to a collision problem and decouples complex geometric computations from the optimization
search.

A significant advantage of this formulation is its training-free efficiency. The algorithm is capable of gen-
erating a diverse set of grasps in a matter of seconds without relying on prior training datasets, manual hand
initialisation templates, or sensitive parameter tuning. Despite these computational benefits, the baseline
algorithm possesses inherent limitations that preclude its direct deployment in unstructured environments.
It relies heavily on highly accurate 3D perception, requiring pristine object meshes or high-quality point
clouds to reliably synthesize contacts. Furthermore, Lightning Grasp lacks scene-level spatial awareness,
operating under the assumption that target objects exist in a vacuum. As it does not natively account for sur-
rounding environmental clutter, table surfaces, or tight operational spaces, leveraging its high-performance
synthesis in real-world scenarios necessitates the conditioning modules introduced in our proposed method.

3.2 Segment Anything Model 3

To enable digital twin generation of our surgical instruments from RGB-D images, we adopt the Segment
Anything Model 3 (SAM 3) [19] as the backbone for semantic segmentation. SAM 3 is a unified vision
foundation model that performs promptable “concept segmentation”, extracting and tracking all instances
of a target class based on open-vocabulary text or visual exemplars. SAM 3 uses a transformer-based [52]
detector that combines a high-capacity vision encoder and a text encoder into a unified representation. By
processing prompt tokens and visual data simultaneously, the model achieves generalized deep semantic
understanding.

7



CHAPTER 3. PRELIMINARY

However, SAM 3 is fundamentally confined to the 2D image domain, relying entirely on pixel space
without any intrinsic depth awareness or 3D spatial reasoning. To bridge the gap between 2D semantic
masks and the 3D operational workspace, we couple it with SAM 3D Objects in our proposed method.

3.3 Segment Anything Model 3D Objects

We utilize the SAM 3D Objects [42] foundation model for single-view geometric recovery. SAM 3D Objects
is a generative vision model that reconstructs full 3D shape geometry, texture, and spatial layout directly
from a single 2D image. This architecture employs a multi-stage Diffusion Transformer framework [7]
that first infers the 3D object’s shape and canonical pose from an input mask– provided by SAM 3 in our
pipeline– and then refines the fine-grained texture, effectively lifting flat semantic segments into volumetric
assets.

A significant advantage of this model is its zero-shot robustness in uncurated environments. It is capable
of generating independent, posed 3D assets of complex targets, such as surgical instruments, even in the
presence of occlusion and visual clutter. Consequently, we leverage this powerful 3D generation, augmented
by our own geometric refinement and scene alignment, to construct the digital twin representations that serve
as the elementary step of our grasp and affordance synthesis pipeline.

3.4 Isaac Lab

We adopt the NVIDIA Isaac Lab [34] framework for the simulation and physical verification of grasp sta-
bility. Isaac Lab is a GPU-accelerated, modular robot learning framework built upon Omniverse and Isaac
Sim that enables high-fidelity physics and realistic sensor simulation at data-center scale. This architecture
leverages massive parallelization across thousands of simultaneous environments, tightly coupling PhysX-
based multi-body dynamics with RTX rendering to evaluate complex kinematic interactions entirely within
the GPU. By natively supporting complex embodiments, such as dexterous robotic hands, and accurately
computing their associated contact dynamics, Isaac Lab facilitates the rapid and scalable validation of syn-
thesized grasping behaviors.

8



Chapter 4

Methodology

4.1 Overview: ScrubGrasp

We propose ScrubGrasp (Figure 4.1), which takes as input (a) an RGB-D image I of a scene containing
N instruments T = {τ1, τ2, . . . , τN}, and (b) a robot hand model R. to generate a set of scene-aware,
physics-validated grasps G = {gk}Kk=1 and a corresponding 2D grasp affordance mask A that overlays on I
for a target instrument τn ∈ T . ScrubGrasp constructs a scalable digital twin of the instrument and scene
from I at inference time, bypassing the need for predefined CAD models. This Digital twin representation
facilitates contextual conditioning ϕ(·), extending Lightning Grasp [65] to generate grasp candidates condi-
tioned on geometry-aware plausible global hand poses, graspable surface regions, and scene-level collision
constraints. The candidate grasps are evaluated for physical stability via the simulation engine ρ, aggre-
gated into a 3D grasp affordance, and subsequently backprojected to derive the final 2D affordance mask.
Formally, ScrubGrasp is defined as:(

Aτn ,Gτn

)
= ScrubGraspϕ(τn),ρ(I,R) (4.1)

where ϕ(τn) denotes the scene-aware conditioning for τn derived from the digital twin. The robot hand is
parameterized as R = {Θ,L}, where Θ ∈ Rj denotes the articulated configuration of j joint degrees of
freedom (DoF) and L defines the geometry via link meshes. Each grasp candidate g ∈ G is defined by
(TR,Θ), where TR ∈ SE(3) denotes the global hand pose.

4.2 Digital Twin Representation

ScrubGrasp constructs an inference-time digital twin comprising instrument meshes T and supporting sur-
face Πs, aligned to the robot’s coordinate frame Ψr. This representation enables three conditioning inputs
for grasp synthesis: bounded hand pose sampling (ϕBS), graspable surface identification (ϕGS), and scene
collision validation (ϕSC).

4.2.1 Instrument Digital Twin

To create digital twins of the instruments in the scene, ScrubGrasp first employs Segment Anything Model
V3 (SAM 3) [19] on the input RGB-D image I to extract instrument segmentation masks. The prompt
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Figure 4.1: Overall methodology: (A) ScrubGrasp: (a) The pipeline takes an RGB-D image and uses
SAM 3 and SAM 3D to generate the surgical tool meshes. It then performs scene alignment using SVD-
based registration. (b) It conditions our backbone grasp generation model, modified Lightning Grasp, on
bounded sampling (ϕBS), grasp surface conditioning (ϕGS), and scene collision conditioning (ϕSC) modules
to produce grasp candidates. (c) These are then filtered via a physics engine to compute 3D and 2D grasp
affordance using geodesic mesh traversal and backprojection, respectively. (B) This framework iteratively
aggregates instrument affordances from RGB-D inputs into a scene-level annotation.

“tool” empirically yields robust masks across different scenes. These masks and I are then passed to SAM
3D Objects (SAM 3D) [42] to generate 3D mesh representations (digital twins) of the surgical instruments
T . The depth maps provided by I ensure high-fidelity reconstructions.

4.2.2 Scene Alignment

With SAM 3D predicting in the image coordinate frame, we align the instrument digital twin to the robot’s
coordinate frame Ψr, defined by a ground plane Πr with normal nr. To recover the scene’s orientation,
we uniformly subsample vertices from all the instrument meshes T to form a sparse point cloud P and
compute its centroid p̄. We then perform Singular Value Decomposition (SVD) [21] on the zero-centered
matrix A = [pi − p̄]⊤ ∈ R|P|×3. Since instruments lie on a planar surface, the direction of minimum
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CHAPTER 4. METHODOLOGY

variance – the smallest singular value – yields the scene’s ground normal ns. Global alignment is achieved
by computing the rotation R ∈ SO(3) satisfying Rns = nr. This registration approach removes the need
for camera calibration, and the depth maps resolve scale ambiguity.

4.3 Grasp Synthesis

To enable grasp generation in multi-instrument environments and enforce physical and kinematic viability,
we modify the Lightning Grasp backbone to integrate scene-level spatial conditioning.

4.3.1 Framework

Originally, Lightning Grasp [65] accepts an isolated object mesh M and a robot hand configuration R to
produce a set of grasp candidates: G = LightningGrasp(M,R). Operating in a robot-centric coordinate
system Ψr for efficiency, it generates grasps by keeping R fixed at the origin while iteratively transforming
M into various poses to find valid contact points. While this enables high-throughput inference, it creates a
deployment gap: object-to-hand transformations generated in isolation can result in kinematically or physi-
cally implausible poses within a cluttered scene I, ignoring spatial constraints from neighboring instruments
T and the supporting surface Πs.

To bridge this gap, we extend the framework into LightningGrasp++, which incorporates scene-level
spatial awareness to ensure physical viability in multi-instrument environments. It takes three additional
inputs: (a) a cuboidal bound within which a grasp can be sampled, (b) an occlusion mask, and (c) a scene
point cloud through conditioning modules.

4.3.2 Conditioning Modules

Specifically, LightningGrasp++ generates grasps for a target instrument τn guided by a conditioning function
ϕ(τn). This function evaluates the scene-level constraints through three distinct modules:

ϕ(τn) = (ϕBS(τn,R), ϕGS(τn | T ,Πs), ϕSC(R,G | T ,Πs)) (4.2)

where ϕBS (Bounded Sampling) constrains pose sampling to plausible approach directions, ϕGS (Graspable
Surface Conditioning) ensures accessible grip areas by evaluating the spatial clearance of τn relative to
neighboring instruments and the supporting surface, and ϕSC (Scene Collision Conditioning) enforces colli-
sion consistency by validating the articulated robot mesh against environmental obstacles.

Bounded Sampling (ϕBS)

ϕBS re-parameterizes the generation space from the hand-centric canonical frame Ψr to the global scene
coordinate system Ψs. Given a target instrument τn, we define its geometry relative to its geometric centroid,
with a global pose To ∈ SE(3) specifying its position and orientation in Ψs. To resolve discrepancies in
axis orientation and handedness between the underlying model and the scene, we introduce a static change-
of-basis transformation Tr→s ∈ SE(3), which aligns the canonical axes of Ψr with the world-centric axes
of Ψs. Within this aligned subspace, we define a bounded cuboid region B ⊂ Ψr beneath R, dynamically
scaled to the τn dimensions and the R’s link meshes L. The backbone Lightning Grasp is constrained to
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sample relative transformation Tg within B and successful grasp are projected back into the Ψs. The final
global hand pose TR is thus defined as:

TR = To · Tr→s · T−1
g (4.3)

ensuring that locally identified grasps are mapped to the physical coordinates of τn in the world frame Ψs.

Graspable Surface Conditioning (ϕGS)

To enforce grasp synthesis on physically accessible instrument surface, we complement the instrument dig-
ital twin with scene-aware spatial constraints I. We define a subset of graspable regions by evaluating the
Euclidean distance between the target instrument τn and all other environmental entities. For each vertex vi
on the mesh of τn and any other object Oj in the set of obstacles O = {τj ∈ T | j ̸= n} ∪Πs, we calculate
the minimum distance:

d(vi, Oj) = min
p∈Oj

∥vi − p∥ (4.4)

A vertex vi is considered graspable if d(vi, Oj) > δ,∀Oj ∈ O, where we empirically set δ = 0.5 cm.
This effectively prunes the input digital twin instrument mesh τ̂n ⊆ τn by removing regions occluded
by, or in contact with, the ground plane or adjacent instruments. By conditioning the lightning grasp to
generate grasp on filtered manifold M = τ̂n, ScrubGrasp prevents grasp candidates in unreachable regions,
improving success rate.

Scene Collision Conditioning (ϕSC)

Finally, we introduce scene collision conditioning to generate global scene-aware grasp candidates. We
sample a dense point cloud PO representing the environmental obstacles O from Ψs frame into Ψr frame
through Ts→r transformation. A candidate g ∈ G is accepted as a feasible grasp only if the articulated robot
links L do not penetrate the obstacle cloud, satisfying the condition:

L ∩ (Tg · Ts→r · PO) = ∅ (4.5)

As an additional check against potential mesh projection errors, we enforce a geometric constraint to ensure
that no individual robot link lk ∈ L extends below the lowest vertical coordinate of the τn.

4.4 Affordance Generation

Translating discrete grasp candidates into learnable representations requires a comprehensive pipeline. Our
approach sequentially constructs localized 3D interaction fields, aggregates them via rigorous dynamic sta-
bility verification, and finally projects these robust affordances into pixel-aligned, occlusion-aware 2D maps.

4.4.1 3D Grasp Affordance

Once physically viable candidate grasps have been generated, we can extract the contact points between
the robot mesh and the object mesh through forward kinematics. To synthesize a dense contact heatmap
on the target object corresponding to regions of valid robot-object interaction, we compute a continuous
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geodesic confidence field over the object mesh. Initially, world-frame contact coordinates derived from the
robot-object mesh intersections are transformed into the object’s local coordinate space and projected onto
the nearest respective vertices on the object mesh. The topological structure of the object is formulated as
a sparse, undirected graph, where edge weights denote the Euclidean distances between connected vertices.
We employ Dijkstra’s algorithm to calculate the shortest-path geodesic distance, d, from the localized con-
tact vertices to the surrounding mesh geometry. To ensure computational tractability, this search is strictly
bounded by a maximum spatial threshold, dmax. The raw geodesic distances are subsequently mapped to an
affordance score, A(d) ∈ [0, 1], utilizing a normalized Gaussian decay formulation. This mapping ensures a
peak affordance probability of exactly 1 at the direct point of robot contact and a smooth, monotonic decay
to exactly 0 at the threshold boundary. The vertex-wise affordance score is formalized as:

A(d) =
exp

(
− d2

2σ2

)
− exp

(
−d2max

2σ2

)
1− exp

(
−d2max

2σ2

) (4.6)

where the floor term exp
(
−d2max

2σ2

)
establishes the boundary condition at the cutoff distance, and σ

parameterizes the spatial variance of the affordance decay. Vertices located beyond dmax are explicitly
assigned an affordance score of zero. Finally, to account for multi-contact interactions, the global contact
heatmap is synthesized by computing the supremum (vertex-wise maximum) of the affordance scores across
all individual contact fields. This produces a unified, numerically stable contact representation across the
object’s surface topology.

To generate a meaningful 3D grasp affordance map, we compute and cumulate contact heatmaps from
the grasp candidates produced by LightningGrasp++ for a specific tool τn in I. However, LightningGrasp++
tests only for physical viability rather than dynamic stability. Thus, we first evaluate the candidates within
a physics engine to filter out unstable grasps as detailed in Section 4.4.2. Following this verification, we
aggregate the spatial influence across the entire distribution of stable robot-object interactions. For a given
object, the localized geodesic confidence masks associated with each successful grasp are accumulated
vertex-wise into a global spatial field. This cumulative field is then averaged to derive the mean expected
affordance distribution over the mesh surface. To ensure that the final grasp representation is scale-invariant
and strictly bounded within [0, 1], we subsequently apply a global peak normalization. The averaged affor-
dance map is scaled by its maximum vertex value, safeguarded against numerical instability by a marginal
epsilon threshold. This yields a robust, standardized 3D probability density map that intrinsically highlights
the most probabilistically favored grasp interaction regions across the object’s geometry.

4.4.2 Grasp Candidate Stability Validation

While current grasp generation methods often lack physics-based validation for stability, ScrubGrasp ad-
dresses this limitation by leveraging a digital twin representation to rigorously evaluate candidates. Because
initial generators like LightningGrasp++ assess only static physical viability (e.g., kinematics and collision
avoidance), we integrate a mandatory simulation-based validation step using Isaac Lab (Section 5.4). For
an initial set of K identified grasp candidates, dynamic stability is tested by applying external forces along
six axis-aligned directions to the simulated object. Only the robust subset of k candidates (k ⊆ K) that
successfully withstand these perturbations is retained. This physics-based filtering ensures that the subse-
quently aggregated 3D grasp affordance map is strictly grounded in interactions with the highest likelihood
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of success in dynamic environments.

4.4.3 2D Grasp Affordance

To translate the aggregated 3D grasp affordance fields into the 2D visual domain, we systematically project
the annotated object meshes onto the camera’s image plane. Utilizing the camera intrinsic matrix K, the
valid 3D mesh vertices are mapped to 2D pixel coordinates (u, v) via perspective projection. To robustly
handle self-occlusions and inter-object occlusions within the scene, we employ a depth-aware visibility test
where the projected vertices whose camera-space depth exceeds the spatially aligned observed depth map
by a marginal tolerance (ϵ = 0.005 m) are classified as occluded and subsequently discarded. As the direct
projection of discrete vertices has minor reprojection errors, we apply a morphological dilation with an
elliptical kernel to disseminate the valid affordance scores outward, followed by a Gaussian smoothing filter
to resolve the dilated blocks into a continuous probability gradient. To ensure structural fidelity and prevent
the affordance field from erroneously bleeding into the background or adjacent regions, this smoothed map
is pointwise multiplied by the target object’s binary segmentation mask, previously obtained via SAM 3.
This generates 2D grasp affordance confidence mask Aτn for tool τn in I.

4.5 Automated Scene Affordance Annotation

ScrubGrasp serves as an end-to-end framework that processes a raw scene I by first synthesizing a com-
prehensive digital twin, and subsequently generating physically grounded affordance representations for
any given tool τn. By iterating this generation pipeline across the complete set of interactable tools T =
{τ1, τ2, . . . , τn} present within the scene, the framework transitions from object-centric hypotheses to a
holistic scene-level affordance mask. For each tool τn, the pipeline outputs an instance-level 2D affordance
field Aτn(u, v) ∈ [0, 1], derived exclusively from dynamically stable grasps. To construct a unified repre-
sentation for complex scenes containing multiple tools, these individual affordance fields are composited
via a pixel-wise maximum operation:

Ascene(u, v) = max
τn∈T

Aτn(u, v) (4.7)

where (u, v) denotes the spatial pixel coordinates. This formulation ensures that overlapping interaction
zones among multiple tools preserve their peak valid probability rather than artificially stacking. Ultimately,
this engine produces a dense, globally consistent 2D grasp affordance map that is strictly grounded in physics
simulation and perfectly aligned with the scene’s original RGB-D observations.
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Chapter 5

Experiments and Results

To rigorously assess the efficacy of ScrubGrasp, we design a comprehensive suite of experiments. Our
evaluation is structured to address three core objectives. First, we benchmark our zero-shot grasp synthesis
framework against state-of-the-art baselines on a custom-curated surgical instrument. Second, we vali-
date the framework’s practical utility by evaluating a downstream affordance prediction model bootstrapped
entirely on annotations generated by ScrubGrasp, specifically assessing its ability to target unoccluded,
context-aware graspable regions. Finally, we conduct extensive ablation studies to isolate the contributions
of our core architectural conditioning modules. We also ablate our digital twin generation by evaluating
SAM 3 and SAM 3D, assessing both 2D tool detection accuracy and 3D reconstruction fidelity against their
respective computational scaling.

5.1 Experimental Setup

While our proposed pipeline is inherently agnostic to a specific robotic platform, we conduct our experi-
ments using the Shadow Dexterous Hand [51]. This advanced anthropomorphic end-effector features 24
actuated joints, designed to mimic the kinematics and dexterity of the human hand. In our experiments,
we impose kinematic constraints on these joints to simulate various lower-dimensional degree-of-freedom
(DoF) configurations. When synthesizing grasps, we randomly sample from three distinct prehensile tax-
onomies: two-fingered (pinch), three-fingered (tripod), and fully actuated (palmar) grasps. For evaluation,
we curate a custom dataset using ZED X camera to capture the scenes with ground-truth stereo images,
depth maps, and intrinsic parameter, and utilized only the left image and its corresponding depth map for
all evaluations. Furthermore, all high-fidelity, physics-based simulations are conducted within the Isaac
Lab environment [34]. Both the simulation framework and the training of the downstream affordance esti-
mation model are executed on an NVIDIA Quadro RTX 6000 GPU, which facilitates the highly efficient,
parallelized evaluation of numerous grasp candidates.

5.2 Surgical Instrument Dataset

The clinical domain poses unique challenges for grasp synthesis: diverse instruments of varying shapes
and sizes across surgical specialties, and varying levels of tool clutter throughout operative procedures.
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Figure 5.1: Sample scenes from our custom-curated dataset across six clutter configurations: loose (easy,
hard), dense (easy, hard), and overlap (easy, hard). Easy scenes contain larger instruments with accessible,
graspable regions, while hard scenes include thin, delicate instruments with complex geometries.

To systematically evaluate ScrubGrasp across these scenarios, we constructed a comprehensive evaluation
dataset comprising six distinct configurations as shown in Figure 5.1. We defined three baseline levels of
spatial clutter: loose, dense, and overlap. In a loose configuration, tools are scattered randomly across
the surface. A dense configuration consists of tools placed in close proximity to one another. An overlap
configuration features two to four physically overlapping tools within the scene. To account for challenges
associated with variance in instrument complexity, we further subdivided each clutter category into easy
and hard subsets. The easy subset consists of larger tools with accessible graspable regions, while the
hard subset contains thin and delicate instruments. Easy scenes exclusively feature easily graspable tools,
whereas hard scenes introduce a mixture of both easy and hard tools. Our final curated dataset comprises 20
scenes per subcategory, with each scene containing a random distribution of 3 to 8 tools drawn from a pool
of 16 instruments (12 easy, 4 hard). In total, this yields 120 unique scenes encompassing over 600 distinct
instrument poses for comprehensive grasp evaluation.

5.3 Evaluation Metrics

To quantitatively benchmark grasp synthesis methods, we evaluate the grasp success rate. A grasp candi-
date is deemed successful if it concurrently satisfies two criteria: (i) Collision-Free: We assess collisions by
evaluating the intersection between the hand model and the scene’s point cloud (derived from ground-truth
depth maps using intrinsic camera parameters), ensuring no overlap with the supporting surface or neigh-
boring tools, and (ii) Stability: Stability is evaluated by applying external force perturbations along all six
axis-aligned directions (±x,±y,±z). A grasp is classified as stable only if the object displacement remains
below 2 cm across all tested directions.

To evaluate the performance of our affordance prediction model, we employ three primary metrics:
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Masked Mean Absolute Error (MAE), Top-1 Accuracy, and Top-5 Accuracy. To focus the evaluation on
relevant regions rather than the background, we compute the MAE exclusively on areas where the ground
truth affordance exceeds a minimum threshold (τmask = 0.05). Let Y be the ground truth affordance map
and Ŷ be the predicted affordance map. The Masked MAE is defined as:

Masked MAE =
1

|M |
∑
i∈M

|ŷi − yi| (5.1)

where M = {i | yi > 0.05} represents the set of valid pixels for instrument grasping, and |M | is the total
number of pixels in this set.

Top-k accuracy evaluates the reliability of the model’s highest-confidence predictions by cross-referencing
their spatial locations against the ground-truth affordance map. Let N be the total number of evaluated im-
ages. For a given image n, let Ŷ (n) be the predicted affordance map and Y (n) be the corresponding ground
truth. We define Pn,k as the set of pixel indices corresponding to the k highest predicted affordance scores in
Ŷ (n). A prediction is considered a “hit” if at least one pixel in the predicted set Pn,k corresponds to a valid
grasp point in the ground truth, defined as having an affordance value greater than or equal to a threshold
τgrasp = 0.5. Using an indicator function I, the Top-k accuracy is formally defined as:

Top-k Accuracy =
1

N

N∑
n=1

I
(

max
j∈Pn,k

Y
(n)
j ≥ τgrasp

)
(5.2)

Specifically, we report two variations of this metric. Top-1 Accuracy (k = 1) evaluates the single most
confident pixel prediction. Here, Pn,1 contains only the index i∗ = argmax(Ŷ (n)), and the formulation
simplifies to checking if the exact ground-truth value at that index satisfies Y

(n)
i∗ ≥ 0.5. Top-5 accuracy

(k = 5) relaxes the spatial constraint by checking the top 5 highest-scored predicted pixels. A hit is recorded
if any of these 5 indices point to a valid grasp region in the ground truth map.

To evaluate the digital twin representation, scene-level tool detection accuracy is reported, where a
success is recorded only if all tools present in a given scene are correctly detected and identified. To measure
the geometric accuracy of the reconstructed tools, we compute the Chamfer Distance (dCD) between the
normalized reprojected depth values (Spred) and the normalized point clouds sampled from the ground-truth
3D models (Sgt). This is formulated as:

dCD(Spred, Sgt) =
1

|Spred|
∑

x∈Spred

min
y∈Sgt

∥x− y∥22 +
1

|Sgt|
∑
y∈Sgt

min
x∈Spred

∥x− y∥22 (5.3)

Finally, to assess the real-world applicability of the method, we report the inference time cost (TC).
This represents the average latency, measured in seconds, across the various modular stages of our pipeline
during inference.

5.4 Simulation-Based Grasp Validation

Given a robotic hand model, a target tool model, and a grasp candidate, we set up a simulation environment
within Isaac Lab, a GPU-accelerated physics simulation platform built on NVIDIA Isaac Sim. To evaluate
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Table 5.1: Grasp success rates (%) compared with state-of-the-art methods across six clutter configurations
(loose, dense, overlap × easy, hard) and robotic hands with different joint degrees of freedom (DOF).

Method Joint DOF Loose Dense Overlap

Easy Hard Easy Hard Easy Hard

DDGC [31] 7 22.03 13.04 29.45 22.47 17.09 17.87
DexGraspNet2 [69] 16 52.37 40.00 41.23 37.35 42.90 23.03
Lightning Grasp [65] 22 29.58 23.25 24.47 19.83 30.73 20.31

Ours
7 55.17 34.33 59.67 40.24 38.56 38.04
16 60.33 52.25 47.29 41.00 69.00 59.14
22 57.00 53.71 47.25 50.0 68.00 50.29

the success of a grasp candidate, the robotic hand is first positioned in the grasping pose around the target
instrument. Surgical tools are initialized with a uniform density of 7.7 g/cm³ (stainless steel), enabling
accurate computation of mass properties for complex geometries. Static and dynamic friction coefficients
are set to 1.0, and gravity is disabled for both the manipulator and target tool to isolate kinematics and
contact dynamics. We then assess the grasp stability by applying external force perturbations scaled to the
tool’s size along all six axis-aligned directions (±x, ±y, ±z). A grasp is deemed successful if the instruments
displacement remains below 2 cm across all perturbation directions.

5.5 Comparison against State-of-the-Art Grasp Synthesis Methods

To the best of our knowledge, dexterous robotic grasping of surgical instruments remains unexplored in the
literature. Therefore, we compare ScrubGrasp against state-of-the-art grasp synthesis methods designed
for general objects: learning-based approaches (DDGC [31], DexGraspNet 2.0 [69]) and the optimization-
based method (Lightning Grasp [65]) that ScrubGrasp extends upon. To determine whether models trained
on generalized objects can successfully transfer to clinical setups, we perform inference on the baselines
without any domain-specific fine-tuning. Since each baseline targets a distinct robotic hand– DDGC for a
7-DOF hand, DexGraspNet 2.0 for a 16-DOF hand, and Lightning Grasp for a 22-DOF hand– we ensure
a fair comparison by adapting ScrubGrasp to match each hardware profile. Specifically, we constrain the
joint limits of a simulated 24-DOF ShadowHand [51] to emulate the kinematics of the respective baseline
end-effectors. The standard ShadowHand features 24 degrees of freedom (DOF): five in both the thumb
and little finger, four in each of the remaining three fingers, and two in the wrist. To emulate the 22-DOF
configuration for Lightning Grasp, we restrict only the wrist joints. To mimic the 16-DOF LEAP hand [45]
for DexGraspNet 2.0, we completely immobilize the wrist and little finger, alongside one base knuckle joint
of the thumb. Finally, to emulate the 7-DOF Barrett Hand [50] for DDGC, only the thumb, index, and
middle fingers remain active. In this setup, the thumb is limited to two DOFs, while the index and middle
fingers are configured to share the remaining five DOFs.

For quantitative evaluation, we employ weighted sampling on our custom dataset to extract 100 distinct
instrument poses, proportionally distributed across six scene variations, and generate 10 grasps per target
object – benchmarking each method on 1,000 synthesized grasps. Candidate selection varies based on the
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Figure 5.2: Qualitative results across six clutter configurations. For each target instrument: digital twin,
synthesized grasp, contact heatmap, and 2D affordance. Digital twin: green (graspable regions), red (non-
graspable due to occlusions, overlap, or surface contact), blue (neighboring obstacle point cloud). Contact
and affordance heatmap: red (full graspability) to blue (≈ 0).

output structure of the respective methods. For DDGC [31] and DexGraspNet 2.0 [69], we select the 10
highest-ranked grasp candidates. In contrast, as LightningGrasp [65] does not provide a confidence ranking
for its candidates, we randomly sample 10 grasps from the generated set for both LightningGrasp [65] and
our ScrubGrasp.

As shown in Table 5.1, ScrubGrasp consistently outperforms all baselines across the six scene config-
urations and all hand DOF settings. We observe a significant generalization gap when deploying learning-
based baselines (DDGC [31], DexGraspNet 2.0 [69]) on surgical instruments. Driven by a reliance on depth
perception, these methods fail to accurately resolve the thin structural profiles of the tools, systematically
inducing scene collisions. Lightning Grasp [65], while training-free, generates grasps without scene-level
awareness, resulting in grasp candidates that potentially collide with the supporting surface or neighbor-
ing tools. In contrast, ScrubGrasp, with scene-context and graspable region conditioning, achieves robust
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Table 5.2: Comparison of key method properties.

Method Training Prior 3D Scene Simulation Affordance
free Model free Conditioned Enabled Encoding

DDGC [31] ✗ ✓ ✓ ✗ ✗

DexGraspNet2 [69] ✗ ✓ ✓ ✗ ✓
LightningGrasp [65] ✓ ✗ ✗ ✓ ✗

Ours ✓ ✓ ✓ ✓ ✓

zero-shot performance across loose, dense, and overlapping configurations. Qualitative results in Figure 5.2
further illustrate how ScrubGrasp leverages digital twin representations to identify graspable regions and
synthesize scene-aware grasps across diverse clutter configurations.

Table 5.2 summarizes key method properties. Both DDGC and DexGraspNet2 are prior 3D model-free
and scene-conditioned, but they require training data and lack simulation capabilities. Between the two, only
DexGraspNet2 incorporates affordance encoding through its training pipeline. Conversely, LightningGrasp
is training-free and supports simulation, yet it relies on prior 3D models and lacks both scene conditioning
and affordance encoding. In contrast, our ScrubGrasp uniquely satisfies all evaluated criteria: it enables
training-free, prior 3D-model-free, and scene-conditioned grasp generation while successfully integrating
grasp affordance generation. Furthermore, the inference-time digital twin representation makes our method
simulation-enabled, potentially unlocking simulation-based validation of grasp candidates before real-world
execution.

5.6 Annotation Validation via Downstream Affordance Prediction

While grasp synthesis can be directly employed for real-world applications, we further demonstrate its po-
tential for curating synthetic data to train distilled vision models. To validate ScrubGrasp as an automated
annotation generator, we trained a downstream affordance estimation network using the annotations gen-
erated by our framework on our custom-curated dataset. We model the affordance prediction task as a
pixel-wise regression task problem using a U-Net [38] architecture. We utilize a ResNet-34 [14] backbone
pre-trained on ImageNet [8] as the feature encoder. The network takes standard RGB images as input and
outputs a single-channel affordance map, utilizing a Sigmoid activation function to constrain predictions
to the [0, 1] range. The dataset is divided into training (100 scenes) and validation (20 scenes) sets. Input
images are resized and cropped to a resolution of 512×512 pixels and normalized using standard ImageNet
statistics. During training, we apply several spatial data augmentations to prevent overfitting, including ran-
dom shift, scale, and rotation (up to 30 degrees), as well as horizontal flips, vertical flips, and random resized
cropping (scale 0.8 to 1.0). The model is optimized using the AdamW optimizer [29] with a learning rate
of 1 × 10−4 and a weight decay of 1 × 10−4. We train the network for 150 epochs using a batch size of 8.
We supervise the network using a custom Hybrid Affordance Loss, which combines Binary Cross-Entropy
(BCE) and a spatially-weighted Smooth L1 Loss. The total loss L is defined as:

L = λBCELBCE + λL1LSmoothL1 (5.4)
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Figure 5.3: Qualitative comparison of ScrubGrasp affordance annotations vs. downstream model predictions
on our custom dataset. Heatmap: red (full graspability) to blue (≈ 0).

where we empirically set λBCE = 1.0 and λL1 = 5.0. To encourage the network to focus on highly affordant
regions, the Smooth L1 loss component is multiplied by a spatial weight mask; specifically, a weight of 10.0
is applied to pixels where the target affordance is greater than 0.01, and a weight of 1.0 is applied elsewhere.

Table 5.3: Affordance predic-
tion model performance on test
set (20 scenes).

Metric Score

Masked MAE 0.23
Top-1 Accuracy 0.88
Top-5 Accuracy 0.94

Qualitatively, the visual comparisons between the ScrubGrasp-
generated labels and the network’s predictions demonstrate a strong spa-
tial correlation as shown in Figure 5.3. The model successfully isolates
high-value grasp regions even in challenging, heavily occluded scenar-
ios. Table 5.3 showcases the quantitative results. The network achieves a
low Masked Mean Absolute Error (MAE) of 0.23, reflecting high-fidelity
spatial continuity in its affordance estimation. Furthermore, the model
yields a Top-1 Accuracy of 0.88 and a remarkable Top-5 Accuracy of
0.94. These strong performance metrics not only confirm that the chosen
architecture can effectively resolve fine-grained grasp localizations, but
more importantly, they substantiate the underlying ScrubGrasp pipeline.
The exceptionally high Top-5 accuracy confirms that models trained on these automatically generated an-
notations can consistently identify multiple viable, redundant grasp candidates. These results substantiate
ScrubGrasp’s utility as a highly reliable label generator for training downstream perception models to ad-
dress computational complexity associated with an increasing number of instruments in the scene.

5.7 Ablation Studies

5.7.1 Ablation Study on Conditioning modules

Firstly, we conduct ablation studies to quantify the contribution of each conditioning module enabled by
scalable digital twins in our ScrubGrasp. Building on Lightning Grasp (LG) [65], we incrementally add: (i)
bounded sampling (BS), which constrains hand approach directions to the top cuboid region over the instru-
ment; (ii) graspable surface conditioning (GS), which restricts contact points to accessible surface regions
excluding regions that are occluded or in contact with supporting surfaces; and (iii) scene collision condi-
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Table 5.4: Ablation study evaluating the contribution of each conditioning module. LG: Lightning
Grasp [65] (base grasp generation), BS: bounded sampling, GS: graspable surface conditioning, SC: scene
collision conditioning. SR: success rate (%), TC: time cost (seconds).

LG [65] BS GS SC SR ↑ TC ↓

✓ 24.70 2.80
✓ ✓ 37.51 1.95
✓ ✓ ✓ 39.14 2.27
✓ ✓ ✓ ✓ 54.37 2.66

tioning (SC), which conditions grasp synthesis to avoid collisions with neighboring tools and supporting
surfaces in the scene. As shown in Table 5.4, each module contributes to improved grasp success rate (SR).
The base Lightning Grasp achieves 24.70% SR, as it generates grasps without scene awareness. By elimi-
nating grasps that approach from infeasible directions, BS improves SR to 37.51%. GS conditioning further
increases SR to 39.14% by focusing on accessible regions on the instrument surface. Finally, integrating
SC further increases the SR to 54.37% by rejecting candidates that collide with neighboring instruments or
the ground plane. Integrating these modules also reduces time cost (TC). BS improves TC by 0.85s through
early rejection of infeasible poses that would otherwise undergo full computation before being eliminated
during post-filtering. While GS slightly increases TC, pruning ungraspable areas significantly reduces sub-
sequent vertex-level computations. Although SC introduces localized overhead from point cloud sampling
and filtering, the overall pipeline maintains computational efficiency while achieving a 2.2× increase in valid
grasp generation.

5.7.2 Digital Twin Representation
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Figure 5.4: Ablation study on SAM 3 inference time in generat-
ing instrument digital twin based on total number of tools in the
scene.

We further ablate the performance of
SAM 3 [19] and SAM 3D [42] employed
within our ScrubGrasp in creating an in-
ference time digital twin. We observe
that SAM 3 demonstrates robust general-
ization to surgical scenes in our dataset,
achieving an accuracy of 92.13% across
all 120 scenes. It is also computation-
friendly, with an average TC of 1.14 ±
0.003 seconds per image. In an accurate
3D digital twin representation of the in-
struments, SAM 3D achieved an average
Chamfer distance of 0.011 across all tools detected in the dataset. We observe that the TC for SAM 3D
scales linearly with the number of instruments in the scene (Figure 5.4), requiring an average of 16.17s to
process a single tool.
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Chapter 6

Discussion

Building upon the proposed methodology and empirical results, we discuss potential downstream applica-
tions and acknowledge the current limitations of our framework. Furthermore, we outline promising avenues
for future research.

6.1 Applications

The capabilities demonstrated by the ScrubGrasp framework– specifically its zero-shot adaptability and
scalable data generation– open several highly impactful pathways for automation within and beyond the
operating room.

The ability to accurately identify and grasp surgical instruments from cluttered, unstructured trays is the
foundational requirement for robotic scrub nurses. By leveraging downstream policies trained via Scrub-
Grasp, these robotic assistants could autonomously locate, grasp, and hand off the correct instruments to the
lead surgeon upon request, reducing cognitive load and shortening procedure times. After a procedure, sur-
gical tools are typically deposited in disorganized, cluttered bins before being cleaned, sorted, and sterilized.
ScrubGrasp can be deployed to automate the sorting process, seamlessly handling the wide morphological
variety of instruments and chaotic spatial arrangements without requiring CAD models for every newly
procured tool.

As ScrubGrasp constructs scene-aware digital twins from a single RGB-D image without requiring pro-
prietary CAD models, it enables the rapid digitization of physical surgical environments. These high-fidelity
virtual representations can be seamlessly integrated into Virtual Reality (VR) and Augmented Reality (AR)
training simulators. Furthermore, they allow surgical teams to test different instrument layouts, robotic
trajectories, and workflow optimizations in a risk-free virtual space before stepping into the physical oper-
ating room. In remote or tele-operated surgical setups, latency and limited depth perception can hinder a
surgeon’s ability to efficiently grasp tools. The 2D and 3D affordance heatmaps generated by ScrubGrasp
can be integrated into AR displays or shared-control pipelines. This allows the robotic system to assist the
remote surgeon by auto-aligning the end-effector with the optimal grasping region, ensuring a stable grip
before manual manipulation resumes.

Beyond direct manipulation, ScrubGrasp functions as an invaluable data engine for medical machine
learning research. Medical device manufacturers frequently introduce new tools, rendering existing datasets
obsolete. By acting as an automated annotation pipeline, ScrubGrasp allows researchers and engineers to

23



CHAPTER 6. DISCUSSION

rapidly bootstrap massive, physics-verified training datasets for new surgical tools in a matter of hours,
entirely bypassing the prohibitive cost and time of manual human annotation.

6.2 Limitations

While this work represents a meaningful step toward scalable and robust automation of essential periop-
erative tasks, there are certain constraints to our current approach. Although our evaluation demonstrates
robust grasping of complex and delicate instruments within a standardized simulation benchmark carefully
calibrated to reflect real-world parameters, the framework has currently only been evaluated in a simulated
environment. Given the strict safety tolerances of surgical settings, establishing a highly accurate simulated
baseline was a necessary prerequisite. This allowed us to ensure foundational robustness and refine our
control policies before introducing the dynamics and risks associated with a physical operating room.

Further constraints stem from our reliance on SAM 3 and SAM 3D for digital twin construction. The
highly specular surfaces and complex, narrow geometries typical of surgical instruments can occasionally
induce reconstruction failures, particularly in heavily cluttered scenes. We extensively explored alternative
modeling techniques to mitigate this, including photogrammetry and traditional 3D scanning. However,
these methods performed noticeably worse when handling the extreme metallic reflections and occlusions
inherent to surgical trays. Consequently, SAM-based approaches remain our most viable and accurate op-
tion, despite these occasional artifacts. Additionally, the current inference architecture of SAM 3D causes
computational costs to scale linearly with the number of instruments present, which can temporarily bottle-
neck execution speeds in highly dense scenes.

Finally, our current affordance annotations are intentionally restricted to scene-dependent graspable
regions rather than localized semantic functional parts (e.g., the ‘handle’ or ‘tip’). We initially considered
incorporating basic semantic labeling to facilitate instrument handovers. However, extensive consultations
with clinicians revealed that perioperative instrument passing adheres to stringent, highly dynamic safety and
ergonomic regulations. For instance, safely passing a scalpel requires grasping it such that the blade faces
downwards and away from the receiver, while presenting the handle at a precise angle to be placed firmly
into the surgeon’s palm without requiring repositioning. Simple part-based affordances proved insufficient
to intuitively capture these complex, protocol-driven nuances, leading us to focus primarily on stable, scene-
aware geometric grasping for this initial framework.

6.3 Future Work

Through this framework, a foundation is established at the intersection of robotic affordance generation
and ambient intelligence in healthcare. As an immediate next step, ScrubGrasp needs to be validated on
a physical robotic system. It is anticipated that the simulation calibration will facilitate sim-to-real trans-
ferability, enabling the practical real-world viability of both the proposed zero-shot grasp synthesis and the
downstream policy distilled from the affordance annotations to be demonstrated.

To further improve the robustness of the digital twins, the perception pipeline can be refined to more
effectively handle specular reflections and dense clutter. Technical efforts should also be directed toward
optimizing the digital twin formulation so that real-time execution can be achieved and scaled efficiently,
regardless of the volume of instruments on the tray.
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Additionally, the scope of this research can be expanded into the domain of surgical human-robot in-
teraction (HRI). By building upon the foundational affordance models, the complex, protocol-driven re-
quirements of semantic instrument passing will be addressed to ensure that robotic handovers are performed
safely and aligned ergonomically with clinical expectations. Ultimately, multimodal inputs– such as natu-
ral language instructions and semantics derived from diverse medical data formats– could be integrated in
future iterations. This integration would allow more complex, context-aware actions to be executed by the
system within the surgical environment.
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Chapter 7

Conclusion

We presented ScrubGrasp, a zero-shot grasp synthesis framework that generates scene- and geometry-
conditioned grasp candidates for surgical instruments from a single RGB-D image. By employing vision
foundation models to generate digital twins, our methodology supports contextually adaptive grasp synthesis
completely independent of offline training data, exact CAD specifications, and camera calibration. Extend-
ing beyond zero-shot execution, we demonstrated the framework’s capacity to act as an automated scene-
level annotation generator, producing 2D and 3D affordances by pairing simulation-verified stable grasps
with graspable region heatmaps. We rigorously evaluated this pipeline on a newly introduced, custom-
curated benchmark comprising 16 distinct surgical instruments across 120 varied scene orientations and
over 600 unique poses. Under these challenging, cluttered conditions, ScrubGrasp demonstrated robust
generalization across diverse tools and spatial arrangements, outperforming state-of-the-art grasp synthe-
sis baselines by a significant margin of 2.2x. We further extended the custom-curated dataset by gener-
ating affordance annotations using our framework and demonstrated successful training of a downstream
U-Net affordance policy. The resulting model effectively learned to target unoccluded graspable regions
amidst clutter, proving that the generated affordances are both geometrically accurate and physically vi-
able for downstream execution. This validates that ScrubGrasp serves as a scalable solution capable of
bypassing labor-intensive data labeling, empowering the training of secure, end-to-end robotic models for
safety-critical clinical environments.
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Supplementary Material
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